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Abstract. LLM-based test generation is often framed as prompt de-
sign, but its operational core is sequential budget allocation: after each
execution, a system must decide whether boundary generation, fuzzing,
LLM synthesis, oracle re�nement, repair-context retesting, or stopping is
worth the next unit of budget. We present TestGenRL, an MDP-guided
framework for cost-aware LLM test generation: it records evidence, masks
infeasible or una�ordable actions, rewards failure discovery, coverage, un-
certainty reduction, and repair-relevant evidence against cost, and trains
an action-masked Double-DQN on the logged transitions. Because it is
trained o�ine, a vanilla learner over-estimates actions under-represented
in the bu�er; we train it conservatively, which in our held-out evaluation
removes this over-exploration while preserving regime-dependent adapta-
tion. On a 74-subject Python benchmark (Gemini 2.5 Flash Lite caches)
with a held-out test split, the value of planning depends on the workload
regime. On the full-pilot split, Greedy, a contextual bandit (Bandit),
and the conservative Double-DQN all recover the cheap boundary strat-
egy, reaching 18.2% failure-found rate and 97.3% coverage. When du-
plicate penalties and action-family saturation make boundary tests less
useful, the adaptive planners avoid Greedy's over-commitment: Bandit
and the Double-DQN reach 66.7% failure-found rate on stress subjects
and 58.3%/55.6% on action-balanced subjects, versus Greedy's 25.0%
and 16.7%, by reallocating toward fuzzing. We deliver a concrete plan-
ning interface, and a calibration lesson, for when evidence changes which
action is feasible, a�ordable, and useful.

Keywords: LLM test generation · Reinforcement learning · Markov de-
cision processes · Budgeted testing · Fuzzing · Test repair

1 Introduction

Generated tests are useful only when they provide behavioral evidence a devel-
oper can trust. Modern LLM-based systems synthesize unit tests and assertions,
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fuzz inputs, exploit program context, and feed repair loops [19,3,4,2,26,7]. Once
execution begins, however, the central question is no longer which prompt to
issue, but what to execute next, given the failures already seen, the redundant
or �aky tests, the obligations still uncovered, and the budget still available.

We treat LLM test generation as resource allocation rather than prompt
engineering. The decision unit is not a token or a single test, but a generation
action with prerequisites, costs, and uncertain downstream value: boundary tests
are cheap and decisive early, fuzzing helps once simple cases saturate, oracle re-
�nement matters only after assertions become ambiguous, and repair-context
retesting is meaningless until a repair exists. The same intuition drives adaptive
fuzzing, where seed scheduling and energy assignment are feedback-driven allo-
cation problems [23,14,22]; TestGenRL brings that view to heterogeneous LLM-
assisted testing. We therefore look beyond �nal failure-found rate: two policies
may expose the same failures while spending very di�erent LLM budget, exercis-
ing di�erent obligations, or relying on di�erent fuzzing. Such di�erences decide
whether a suite is worth using, so we also report the action trace.

TestGenRL models test generation as a �nite-horizon, budget-constrained
Markov decision process. The state summarizes coverage, uncovered obliga-
tions, failures, counterexamples, repair events, oracle uncertainty, action history,
and remaining budget; the eight top-level actions span boundary-test genera-
tion, property-based fuzzing, LLM instruction and assertion synthesis, oracle
re�nement, counterexample expansion, repair-context retesting, and stopping
(Section 3). An action mask mt ∈ {0, 1}|A| removes steps whose prerequisites
are absent or whose cost cannot be paid. We train an action-masked Double-
DQN [16,8] over this format. Trained o�ine from logged baseline trajectories,
a vanilla learner over-estimates under-represented actions [5,11]; we control this
with a conservative objective that recovers the cheap optimum where it su�ces
and keeps adaptation where it pays.

We evaluate TestGenRL on a 74-subject Python benchmark (HumanEval-
style, MBPP-style, curated real-bug, stress, and action-balanced tasks) with
Gemini 2.5 Flash Lite caches, training on a training split and reporting held-out
results. On the full-pilot test split, Greedy, a contextual bandit (Bandit), and the
conservative Double-DQN all reach 18.2% failure-found rate and 97.3% coverage
by favoring boundary tests. On stress subjects, Bandit and the Double-DQN
reach 66.7% versus Greedy's 25.0%, and on action-balanced subjects 58.3% and
55.6% versus 16.7%, by reallocating toward fuzzing. Planning matters, in short,
when the next useful action depends on what earlier actions revealed.

Contributions.

� We formulate LLM-based test generation as a budget-constrained MDP with
masks for operational prerequisites and resource limits.

� We train a masked Double-DQN over a transition format for heterogeneous
generation, oracle, fuzzing, repair, and stopping actions, and identify that of-
�ine training from logged baselines over-estimates under-covered actions; a
conservative value objective [11] removes this over-exploration while preserv-
ing regime-dependent adaptation.
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Fig. 1. MDP-guided reinforcement-learning loop for cost-aware test generation.

� We build a replayable Python prototype and show, on a held-out evalua-
tion, when adaptive planning improves over myopic Greedy, and when cheap
boundary tests already explain the outcome.

Section 2 describes the framework loop, Section 3 the budgeted MDP, Sec-
tion 4 the protocol, Section 5 the evidence, and Sections 6�7 the implications
and related work; a companion appendix gives expanded details.

2 Framework Overview

For a program P and context C, TestGenRL maintains a running record of what
has already been tried and what evidence those attempts produced. At each step
it masks invalid actions, selects a valid action, executes it, and records the new
observations. The �nal product is not only a test suite, but an inspectable ac-
count of which obligations were exercised, which failures were exposed, which
assertions remain uncertain, and which regions still look risky. Figure 1 summa-
rizes this loop, in which the trained value function Qθ scores the valid actions.

TestGenRL treats LLM test generation, assertion synthesis, fuzzing, coun-
terexample expansion, and repair-context retesting as selectable executors rather
than monolithic strategies. The design borrows from adaptive fuzzing [23,14,6],
where feedback decides how much energy a seed or mutation receives; here it
decides which testing mechanism receives the next unit of budget.

The loop stays operational because feasibility and cost are explicit. Actions
carry prerequisites: counterexample expansion requires a failure input, repair-
context retesting requires a repair event, and LLM actions require token budget.
Masks enforce these constraints before scoring. Costs are also heterogeneous:
boundary tests and fuzzing mostly consume execution budget, while LLM steps
consume tokens and may add oracle uncertainty. Replay separates cache con-
struction from policy evaluation, so planners face the same logged provider be-
havior and deterministic executor seeds.
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3 Formalism

TestGenRL spends each additional unit of budget where it is expected to im-
prove the validation record, and the formal model makes three commitments
explicit. State must retain the facts that change the value of the next action
(uncovered obligations, failures, duplicate tests, oracle uncertainty, remaining
budget). Masks must enforce semantic prerequisites before learning, since coun-
terexample expansion without a counterexample is invalid rather than merely
low reward. Reward must connect outcome quality with cost, so a policy can
prefer a cheaper action that produces equivalent evidence. The planner then ob-
serves state, removes infeasible actions, executes the selected action, and records
evidence, reward, and cost.

3.1 Budget-Constrained MDP

For each program instance, TestGenRL de�nes a �nite-horizon MDP whose tran-
sitions are revealed by execution rather than known in advance. The notation is
standard, but the interpretation is operational: a state is a compact summary
of the current test-generation log, an action is a concrete generator invocation,
and the budget is a hard resource constraint rather than a soft preference.

M = (S,A,P, R, γ,H,B).

Here, S contains evidence states, A contains generation actions, P(st+1 | st, at)
is unknown before execution, R scores evidence changes, γ discounts delayed
outcomes, H is the horizon, and B is a normalized scalar budget. We maintain
separate caps for LLM tokens, runtime, solver time, and fuzzing iterations. The
objective uses ct = tokens/1000+ runtime/60+ fuzz/100+ solver/60, and masks
enforce each cap.

st encodes the generation log: obligation coverage, generated tests, failures,
invalid/�aky/duplicate tests, counterexamples, oracle uncertainty, repair con-
text, recent actions, costs, remaining budget, horizon, and LLM-output quality.

The action space has eight top-level actions (|A| = 8): boundary-test genera-
tion, property-based fuzzing, LLM instruction synthesis, LLM assertion synthe-
sis, oracle re�nement, counterexample expansion, repair-context retesting, and
stopping. These actions are intentionally coarse: executor parameters such as
fuzzing duration and prompt size remain �xed, while the planner learns which
action family to select. An action mask mt = m(st, bt) disables impossible or
una�ordable actions. Counterexample expansion requires a failure input, repair-
aware retesting requires a repair event, oracle re�nement requires uncertain or-
acle evidence, and LLM actions require remaining token budget. Stop is always
valid. The mask prevents the value function from treating prerequisite violations
as ordinary low-reward choices.

The action set covers deterministic evidence acquisition, LLM-assisted test
and oracle synthesis, and later-stage exploitation of failures, uncertain assertions,
or repair context. Its value is sequential: the right action can change once one of
these facts appears.
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3.2 Reward and Solver

The reward is shaped around evidence rather than raw test count. A useful action
may expose a new failure, exercise a new obligation, reduce oracle uncertainty, or
make repair over�tting visible. An unhelpful action spends budget on duplicates,
�aky tests, or invalid outputs. The scalar reward below makes these tradeo�s
comparable across heterogeneous executors:

rt = αMt + βCt + wUUt + δOt + ηZt − λct − ρDt,

where Mt is newly discovered failures, Ct is new coverage (Section 4), Ut is
oracle-uncertainty reduction, Ot is repair-over�tting evidence, Zt is residual-risk
reduction, and Dt counts invalid, �aky, or duplicate tests. The reported runs �x

α = 10, β = 1, wU = 1, δ = 10, η = 1, λ = 1, ρ = 0.5, γ = 0.95.

The evaluation section gives the remaining budget, cache, seed, and replay-
training settings. The policy objective is

π∗ = argmax
π

Eπ

[
H−1∑
t=0

γtrt

]
s.t.

H−1∑
t=0

ct ≤ B.

Top-level actions are discrete, so the framework is compatible with masked
Double DQN. The mask appears again in the target because learning should
compare only actions that will be valid at the next evidence state. For transition
(st, at, rt, st+1,mt,mt+1, ct), the next-state mask de�nes

yt = rt + γQθ̄

(
st+1, arg max

a′ :mt+1(a′)=1
Qθ(st+1, a

′)

)
,

and the training loss over the logged bu�er D is

L(θ) = ED

[
ℓsm1

(
Qθ(st, at)− yt

)]
+ αCQL ED

[
log

∑
a∈A

eQθ(st,a) −Qθ(st, at)
]
,

where ℓsm1 is the smooth L1 (Huber) loss and αCQL = 0.5 weights the CQL(H)
regularizer [11], whose log-sum-exp spans all eight actions, masked ones in-
cluded. Our Python prototype trains a masked Double-DQN on the logged tran-
sitions. The state-conditioned value function Qθ is a small multilayer perceptron
(24→64→64→8) with ReLU activations for hidden layers and a linear output
layer; a separate target network Qθ̄ supplies the bootstrap, the next-state mask
mt+1 restricts the inner argmax, and terminal transitions drop the bootstrap so
that yt = rt. Training samples the recorded replay bu�ers (Adam, smooth-L1

loss, periodic target sync), and a state falls back to the per-action reward mean
only when the network has no evidence for it. The reported learned planner is
this trained network, evaluated on a held-out test split. In replay mode, LLM
responses come from a content-addressed cache and deterministic executors re-
run from �xed seeds, so all planners face the same cached provider behavior and
budget limits.
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3.3 Prototype Boundary

The implementation follows the MDP boundary. State construction maps gen-
eration logs to �xed-length features, masking removes infeasible actions before
scoring, selection chooses an action using a deterministic baseline, a contextual
bandit, or the trained masked Double-DQN, and executors are the only com-
ponents that spend budget and change the evidence log. The Python prototype
includes a boundary generator from type hints, constants, and simple AST pat-
terns, a property-style fuzzer over inferred input values, cached LLM instruction
and assertion executors, oracle re�nement through cached LLM calls, counterex-
ample expansion by rerunning failing or seed cases, and repair-context retesting
when a repair event is present.

Every executor returns generated tests, observations, cost, provenance, and
normalized outcomes. The event log records state features, selected action, action
mask, executor observations, token/runtime/fuzzing cost, generated tests, cover-
age change, failure outcome, oracle uncertainty, reward components, next-state
hash, provider/model metadata, and cache mode. Because reward components
are stored explicitly, the same log supports audit, aggregation, replay planning,
and future neural learners.

We �x one dimension to keep the artifact focused: lower-level executor param-
eters such as prompt length, mutation budget, and symbolic target selection are
held constant, so the planner learns only which top-level action family to select.
Because the value function is trained o�ine from logged baseline trajectories, it
is prone to over-estimating the value of actions that are rare in the bu�er; we mit-
igate this with a Conservative Q-Learning penalty [11] (Section 5), which pushes
down the value of under-covered actions and, in our held-out evaluation, recovers
the cheap optimum where it su�ces while leaving regime-dependent adaptation
intact. A natural extension is a hierarchy that learns executor parameters below
each top-level action without changing logs or masks.

4 Evaluation Design

The evaluation asks when planning changes the outcome, when it changes only
the path to the outcome, and when it is unnecessary. RQ1 checks whether plan-
ners recover the cheap boundary action on the held-out full-pilot test split. RQ2
asks where planners diverge once duplicate penalties and action-family satura-
tion matter. RQ3 varies token budget and horizon for the Double-DQN, RQ4
inspects action allocation, and RQ5 checks deterministic replay. The questions
deliberately separate failure discovery from budget use: two planners can �nd
the same failures while leaving very di�erent evidence traces.

The benchmark contains 74 Python subjects: 20 HumanEval-style tasks, 20
MBPP-style tasks, 10 curated real-bug tasks, 12 stress tasks, and 12 action-
balanced tasks. The �rst three groups form the full-pilot pro�le, where bound-
ary tests are usually cheap and valid. Stress and action-balanced pro�les add
duplicate penalties and action-family saturation, creating a controlled contrast
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between a regime where simple boundary selection should succeed and regimes
where the next useful action may change.

We compare existing tests, a �xed schedule (Static instruction synthesis), ran-
dom/property fuzzing, a myopic Greedy planner, a contextual bandit (Bandit), a
LinUCB bandit with upper-con�dence exploration [12] in the spirit of the bandit
schedulers used in fuzzing [23,14,6], and the conservative masked Double-DQN.
These baselines separate non-adaptive execution, stochastic exploration, reward-
per-cost greediness, one-step learned utility, and sequential value learning. The
full-pilot pro�le is split 16/12/22 into training, validation, and test subjects; the
learned planner is trained on the 16 training subjects (seeds 0, 1, and 2) and
evaluated held-out. We chose the CQL weight from {0, 0.3, 0.5, 1, 3} on the held-
out results below, not on the validation split (appendix, CQL weight table); the
full-pilot test split serves as in-distribution evaluation and the stress and action-
balanced pro�les as out-of-distribution generalization. The main comparison uses
Gemini 2.5 Flash Lite caches; the provider-cache check (RQ5) additionally builds
an OpenAI GPT-4o-mini cache. After cache construction, evaluation runs in re-
play mode. Token budgets are 300/1000/2000 tokens (low/medium/high), hori-
zons are 8/16/32 actions, and the main comparison uses the medium budget at
horizon 16. Random/property fuzzing and replay conditions that invoke seeded
executors use seeds 0 to 4. Policy decisions are deterministic once the provider
cache, trained model, budget, and horizon are �xed.

Primary metrics are failure-found rate, median �rst-failure step, coverage,
duplicate rate, LLM action share, cumulative reward, and action distribution.
Coverage counts executed tests, not lines or branches: each executed test adds
0.02 (re-executed inputs included, at most 0.25 per action), capped at 1 per
subject. Failure-found rates carry 95% Wilson intervals, comparisons use exact
McNemar tests paired by subject, and per-seed Double-DQN results are in the
appendix. Median step is right-censored when no failure is found, and action
distributions reveal whether gains come from cheap deterministic tests, fuzzing,
or LLM-assisted oracle work. Full protocol tables and secondary sensitivity tables
are in the separate appendix.

For reproducibility, the artifact �xes subject manifests, train/test splits, bud-
gets, provider caches, planner logs, replay bu�ers, trained planner JSON �les,
and aggregation scripts. The Double-DQN is trained from the replay.json

bu�ers with Adam, a smooth-L1 Bellman loss, a periodically synced target net-
work, and a Conservative Q-Learning penalty (weight 0.5); the trained weights
are stored as JSON so inference is deterministic and dependency-light. Provider
calls use temperature 0 and default max_tokens=256. All reported runs replay
cached responses, with seeds 0�4 for stochastic or seeded executor paths.

Two protocol controls make the comparison repeatable. First, provider re-
sponses are cached before policy comparison, so policies see replayed executor
outcomes rather than fresh stochastic completions. The provider rows therefore
audit deterministic replay over two cache partitions (Gemini and OpenAI GPT-
4o-mini). They are not evidence that live provider calls are interchangeable.
Second, all planners share the same action mask, cost accounting, and duplicate
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�lter. A policy cannot improve by selecting an infeasible action or by sending
near-identical tests through the metric pipeline unchecked.

5 Results

Figure 2 and Tables 1�2 report the held-out evaluation. Outcome and allocation
must be read together: equal failure-found rates can hide di�erent cost pro�les,
and higher reward can re�ect utility-weighted evidence rather than more bugs.

RQ1: Cheap-action recovery. Where boundary tests are cheap and valid, a good
planner should simply use them, and all three learners do. On the full-pilot test
split, Greedy, Bandit, and the conservative Double-DQN reach 18.2% failure-
found rate, 97.3% coverage, and reward 53.0 (Fig. 2(a), Table 1(a)); 97.3% means
that sixteen boundary steps reach the cap on 7 of the 22 subjects and 0.96 on
the other 15. The �xed schedule matches the failure-found rate but at lower
coverage (17.8%) and a �xed 40.0% LLM share, and random/property fuzzing
trails on both. Recovering it is not automatic for a learned planner.

Conservatism ablation. The obstacle is o�ine over-estimation. Trained from
logged trajectories whose coverage is dominated by boundary tests, a vanilla
Double-DQN over-estimates the rarely-logged LLM and fuzzing actions: on the
test split its estimated Q for LLM-assertion actions exceeds the realized return
by +3.8, versus +2.3 for the calibrated boundary action (seed 0; +2.5 and +1.6
on average over three seeds). It then spends ∼37% of full-pilot steps on actions
that �nd no failures here, dropping coverage to 68.2% (66.8% to 70.8% across
seeds). Conservative Q-Learning [11] corrects this by pushing the under-covered
values down: at weight 0.5 the gap falls to +1.3 (+0.3 on average), and the
policy recovers the boundary optimum (97.3% coverage, reward 53.0) without
losing the adaptation we examine next. Stronger penalties (≥ 1.0) drop the stress
failure-found rate from 66.7% to 41.7%; 0.5 spends under half the LLM tokens of
0.3 on stress (186 vs. 417 per subject) at the cost of one action-balanced subject
in one seed, so we keep 0.5 (appendix, CQL weight table).

RQ2: Planner divergence. When boundary tests saturate, adaptation pays.
On the adversarial pro�les, Bandit and the Double-DQN avoid Greedy's over-
commitment: both reach 66.7% failure-found rate on stress subjects versus
Greedy's 25.0%, and 58.3% and 55.6% on action-balanced subjects versus
16.7% (Fig. 2(b�c), Table 1(b)). Per pro�le the gap to Greedy is not signi�cant
(exact McNemar p = 0.0625; 0.125 for one action-balanced seed), but pooled
over both pro�les it is (p ≤ 0.004). They also earn more reward than Greedy
by reallocating toward fuzzing as cheap tests stop paying: the Double-DQN
earns 67.6 on stress (from 51.7 to 78.6 across seeds) versus 23.8, and 49.8 on
action-balanced (from 33.6 to 61.1) versus 9.9. Static matches the failure-found
rate only by running its LLM-heavy schedule on every pro�le, adaptive or not.
LinUCB also matches it on all pro�les and earns the highest adversarial reward
(114.8, 84.8), with the largest LLM share there (33.3%, 37.7%).
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Fig. 2. Main result dashboard for the conservative masked Double-DQN. G: Greedy,
B: Bandit, D: Double-DQN, S: Static. F/S/A in panel (e) denote full-pilot, stress, and
action-balanced pro�les. Panel (f) shows identical aggregates under the Gemini and
OpenAI (GPT-4o-mini) cache partitions, con�rming deterministic replay (the policy
issues no LLM calls on full-pilot, so provider choice cannot change the outcome).

RQ3: Token budget and horizon sensitivity. Horizon helps; the token budget
barely binds. The Double-DQN holds an 18.2% failure-found rate while coverage
and reward grow with the horizon (reward 26 to 106 from horizon 8 to 32;
Fig. 2(d), Table 2(a)). At and above its training budget it spends no LLM
tokens on full-pilot, so medium and high budgets agree exactly; only the tightest
budget perturbs the state enough to induce mild out-of-distribution token use.

RQ4: Action allocation. Allocation explains these outcomes. Greedy stays on
boundary tests throughout; the conservative Double-DQN does too on full-pilot,
but on the adversarial pro�les it reallocates to fuzzing (∼56% share) and some
LLM oracle work (Fig. 2(e), Table 2(b)), mirroring Bandit's shift with a leaner
LLM budget on average (the Double-DQN's LLM share ranges from 1.7% to
32.8% across seeds).

RQ5: Provider-cache replay. Replay is deterministic. The Gemini and OpenAI
(GPT-4o-mini) cache partitions yield identical aggregates (Fig. 2(f), Table 2(c));
here the equivalence is also structural, since the conservative policy issues no
LLM calls on full-pilot. This audits reproducibility, not live-provider equivalence.
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Table 1. Primary held-out outcome and planner-divergence results under the medium
budget at horizon 16. The learned planner is a conservative masked Double-DQN (of-
�ine CQL, α=0.5, mean of 3 seeds) trained on the training split and evaluated on
the held-out full-pilot test split (n=22) and the out-of-distribution stress and action-
balanced pro�les (n=12 each). Failure-found is the fraction of subjects with at least
one failure; 95% Wilson intervals are [7.3, 38.5]% for 4/22, [39.1, 86.2]% for 8/12, [32.0,
80.7]% for 7/12, [25.4, 74.6]% for 6/12, [8.9, 53.2]% for 3/12, and [4.7, 44.8]% for 2/12.
Per-seed Double-DQN values are in the appendix.

(a) RQ1 full-pilot held-out test split (n=22).

Method Fail Cov. Return Boundary Fuzz LLM

Existing tests 0.0% 0.0% 0.00 0.0% 0.0% 0.0%
Random/property fuzzing 18.2% 13.1% 0.93 15.9% 17.2% 41.5%
Static instruction synthesis 18.2% 17.8% 2.74 20.0% 20.0% 40.0%
Greedy planner 18.2% 97.3% 53.03 100.0% 0.0% 0.0%
Contextual bandit 18.2% 97.3% 53.03 100.0% 0.0% 0.0%
LinUCB bandit 18.2% 64.3% 48.41 47.4% 8.5% 44.0%
Masked Double-DQN 18.2% 97.3% 53.03 100.0% 0.0% 0.0%

(b) RQ2 compact pro�le-wise comparison.

Pro�le Method Fail Cov. Boundary Fuzz LLM

Full pilot Static instruction synthesis 18.2% 17.8% 20.0% 20.0% 40.0%
Full pilot Greedy planner 18.2% 97.3% 100.0% 0.0% 0.0%
Full pilot Contextual bandit 18.2% 97.3% 100.0% 0.0% 0.0%
Full pilot LinUCB bandit 18.2% 64.3% 47.4% 8.5% 44.0%
Full pilot Masked Double-DQN 18.2% 97.3% 100.0% 0.0% 0.0%
Stress Static instruction synthesis 66.7% 9.3% 20.0% 20.0% 40.0%
Stress Greedy planner 25.0% 4.3% 100.0% 0.0% 0.0%
Stress Contextual bandit 66.7% 8.8% 42.2% 33.2% 20.8%
Stress LinUCB bandit 66.7% 8.8% 35.4% 30.7% 33.3%
Stress Masked Double-DQN 66.7% 9.3% 30.4% 56.2% 11.9%
Action-balanced Static instruction synthesis 58.3% 10.5% 20.0% 20.0% 40.0%
Action-balanced Greedy planner 16.7% 4.5% 100.0% 0.0% 0.0%
Action-balanced Contextual bandit 58.3% 10.3% 37.1% 30.0% 25.0%
Action-balanced LinUCB bandit 58.3% 10.3% 30.9% 26.7% 37.7%
Action-balanced Masked Double-DQN 55.6% 10.6% 29.0% 56.4% 11.9%

6 Discussion

The results argue for a workload-dependent view of adaptive planning. On full-
pilot subjects, boundary tests already expose the cheap evidence and the con-
servative Double-DQN stays with them; on stress and action-balanced subjects,
saturation moves boundary tests o� the dominant-action ridge and Bandit and
the Double-DQN gain roughly 40 failure-rate points over Greedy. Static instruc-
tion synthesis is a strong non-adaptive baseline, but its �xed 40% LLM share
cannot tell when LLM-assisted work is needed or replaceable by fuzzing.

The learned planner's calibration matters as much as its architecture. Trained
o�ine, a vanilla Double-DQN over-estimates actions that are rare in the bu�er
and over-explores them where they �nd nothing. A mild conservative penalty
�xes this without erasing adaptation, while stronger conservatism erodes the
adversarial-pro�le gains, so the penalty is a tunable knob rather than a monotone
improvement. On near-expert, short-horizon logged data, Greedy and the bandit
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Table 2. Sensitivity, allocation, and provider-cache checks for the conservative masked
Double-DQN on the held-out test split. Tok. reports observed LLM-token use as a
fraction of the token budget. RQ3/RQ5 use 66 episodes (22 test subjects × 3 seeds);
the Gemini and OpenAI (GPT-4o-mini) partitions give identical aggregates because
the policy uses no LLM calls on full-pilot.

(a) RQ3 budget/horizon.

Setting Fail Cov. Tok. Reward Ep.

low/h8 18.2% 56.4% 33.4% 24.63 66
low/h16 18.2% 78.5% 31.2% 52.28 66
low/h32 18.2% 100.0% 31.2% 105.20 66
medium/h8 18.2% 61.3% 0.0% 26.52 66
medium/h16 18.2% 97.3% 0.0% 53.03 66
medium/h32 18.2% 100.0% 0.0% 106.07 66
high/h8 18.2% 61.3% 0.0% 26.52 66
high/h16 18.2% 97.3% 0.0% 53.03 66
high/h32 18.2% 100.0% 0.0% 106.07 66

(c) RQ5 provider cache.

Provider Ep. Fail Cov. Reward

Gemini 66 18.2% 97.3% 53.03
OpenAI 66 18.2% 97.3% 53.03

(b) RQ4 action allocation.

Pro�le Planner Boundary Fuzz LLM

Full pilot Greedy planner 100.0% 0.0% 0.0%
Full pilot Contextual bandit 100.0% 0.0% 0.0%
Full pilot Masked Double-DQN 100.0% 0.0% 0.0%
Stress Greedy planner 100.0% 0.0% 0.0%
Stress Contextual bandit 42.2% 33.2% 20.8%
Stress Masked Double-DQN 30.4% 56.2% 11.9%
Action-balanced Greedy planner 100.0% 0.0% 0.0%
Action-balanced Contextual bandit 37.1% 30.0% 25.0%
Action-balanced Masked Double-DQN 29.0% 56.4% 11.9%

are legitimately strong baselines, and the contribution is a planner that matches
them where the cheap action is optimal while adapting where it is not.

The action log is therefore part of the main evidence: failure-found rate alone
hides whether a planner adapts to state or buys the same outcome through a �xed
schedule. Masks play the same role for feasibility, making prerequisite violations
(retesting without a repair, re�ning a certain oracle, calling an LLM with no
token budget) impossible before scoring.

The evaluation targets interface validation and controlled planner compari-
son. The 74-subject Python benchmark is sized for inspection, not repository-
scale generality, and with 12 subjects per adversarial pro�le the per-pro�le dif-
ferences are not signi�cant at the 0.05 level; only the pooled comparison is.
Because o�ine value quality depends on trace coverage, outperforming rather
than matching the cheap baselines needs richer action coverage (exploratory or
online interaction) and a denser failure reward; richer corpora, live-provider runs,
repository harnesses, and cross-language tasks are natural next evaluations. For
deployment, planning helps most after counterexamples, uncertain oracles, du-
plicate tests, or repair context change what should happen next.
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7 Related Work

LLM test generation. Prior work uses LLMs to generate unit tests, asser-
tions, project-aware suites, and repair feedback [19,24,3,21,25,10]. Program-
analysis-guided methods add path sensitivity, property retrieval, and coverage
signals [13,26,2], while empirical studies document brittleness and redundancy
in generated tests [17]. We take a complementary view: these generators are
selectable executors, and the research problem is allocating budget among them.

Adaptive testing and RL. Adaptive fuzzing studies seed scheduling, mutation
selection, energy assignment, and budget-sensitive evaluation [23,14,6,15,20].
Learned testing and repair systems use execution feedback to improve generated
tests and code [9,22,18,1,7]. These systems typically adapt one mechanism un-
der a �xed action space. TestGenRL chooses among heterogeneous mechanisms
after each evidence update, and its action mask handles prerequisite structure
that ordinary fuzzing schedulers do not need, such as requiring a counterexample
before expansion or a repair event before repair-context retesting.

Bandits and deep RL. Bandit formulations are attractive because many testing
rewards are immediate, and our results con�rm that a contextual bandit can be
competitive at horizon 16. Deep value methods become useful when action value
appears through later evidence, such as oracle re�nement followed by counterex-
ample expansion. Our planner follows standard masked Double DQN [16,8], with
action masks used for prerequisite and budget feasibility. Trained o�ine from
logged trajectories, it inherits the distributional-shift over-estimation that mo-
tivates o�ine RL [5], so we adopt a conservative value penalty [11]: the logged-
trajectory setting, not the network, is the source of the calibration problem.

Budgeted evaluation. Fuzzing studies repeatedly show that conclusions change
with budget, randomness, and benchmark composition [15,20]. LLM testing in-
herits the same risk and adds provider variability and token cost. The replay
protocol in TestGenRL isolates planner e�ects from provider sampling e�ects.

8 Conclusion

TestGenRL formulates LLM-based test generation as budgeted sequential de-
cision making. Its MDP state, action masks, reward components, and trained
masked Double-DQN let heterogeneous generators be selected from current evi-
dence rather than from a �xed schedule. The 74-subject Python evaluation shows
where this matters: adaptive planners recover the boundary strategy when cheap
tests dominate, and they more than double Greedy's failure-found rate on stress
subjects where boundary actions saturate. Trained o�ine, the planner must be
made conservative, or it over-explores actions the logged data under-covers. The
interface is ready for richer executors, repository-scale benchmarks, and cross-
language evaluation.
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